
Kwai Migrates A/B Testing to Apache Doris
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Kwai, developer of Kling AI and one of Asia's largest short-video platforms with over 400 million daily active 
users, rebuilt its A/B testing metrics from Spark to Apache Doris.

This is the third Kwai use case we've covered. In the first two, Kwai replaced Clickhouse and Elasticsearch 
with Apache Doris in real-time serving layer for advertising. 

This time, Kwai replaced Spark in scheduled batch computation in A/B testing. 
Kwai's old Spark system faced two problems: 
1- A single execution path took about 21 minutes. Delaying results for product teams. 
2- Rising compute cost, cost on full-traffic experiments grew linearly with volume.

💡Results after migrating to Doris:
1️⃣ 145x faster on a single execution path: 21 minutes to 8.7 seconds
2️⃣ 30x faster on the longest execution path: 65 minutes to 2.12 minutes
3️⃣ 72% lower resource consumption
4️⃣ The largest single Apache Doris cluster running in production: 2,000 BE nodes, 100,000 CUs, 12 compute 
groups.

Key technical details:
- What made deep optimization possible: 
The A/B metrics template is stable with fixed input tables and outputs. The team could focus on aligning 
workload's computation model with Doris' execution mechanism. 

- Apache Doris brings three architectural advantages over Spark: 
Pipeline execution that keeps CPU threads working instead of blocking on shuffle, a vectorized engine that 
processes data in columnar batches, and a compiled C++ runtime with no JVM garbage collection.

- Kwai's custom optimization: 
The team reworked storage, compute, and scheduling: Colocate Join to keep joins local, a Local Distinct 
Grouping Sets rewrite that cut shuffle bytes by 92%, native C++ UDFs worth about 3x on their own, and 
workload groups with priority queues to hold SLAs across 12 compute groups.

🔗 More details in blog: https://lnkd.in/gws3dHrr

Follow VeloDB for more Apache Doris user stories.
#ApacheDoris #OLAP #Spark
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I built an AI agent that's allowed to diagnose production incidents. It is not allowed to fix them alone.
Most "AI for ops" demos stop at a chatbot summarizing an error log. I wanted the harder version — an 
agent that pulls real telemetry, figures out root cause, and proposes a fix. A human holds the only button 
that actually executes anything.

What it does:

→ Investigates like an on-call engineer would — checks service health, Kafka consumer lag, Redis memory, 
recent deployments before proposing anything (Gemini 2.5 Flash, Groq LLaMA as fallback)

→ Never executes on its own — every action needs human approval, and execution is idempotency-key 
protected so a retry can't double-fire it

→ Touches real infrastructure — approved actions hit the Docker socket directly: restart a container, scale 
worker pods (even across a separate Compose project), clear a stuck Kafka DLQ

→ Degrades instead of breaking — a circuit breaker falls back to cached Redis metrics if Prometheus itself 
goes down

→ Rolls back on its own — a remediation that doesn't fix the metrics triggers a compensating action, and 
repeated failures escalate instead of looping
The hardest part wasn't the LLM call. That's the easy 20% now. It was making sure a wrong AI decision can 
never cause damage without a human in the loop — and that a failure in any one piece (Kafka, Docker, 
Prometheus) degrades the system instead of taking the rest down with it.
Under the hood: 5 Spring Boot services on a strict CQRS split, Kafka as the event backbone, MySQL + Redis, 
a React dashboard over WebSockets, and full tracing across every service (OpenTelemetry, Grafana, Tempo, 
Loki).
Java 21 · Spring Boot 4.1 · Spring AI · Kafka · MySQL · Redis · Docker · React 19
Repo: https://lnkd.in/dZywRbhP

Genuinely asking — if you've let an AI agent touch real infra, where did you draw the line on what it's 
allowed to do without a human?
#SpringBoot #Kafka #SystemDesign #BackendEngineering #AI
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Most "AI agent in production" posts stop at the tech stack. I wanted to see what breaks if you actually build 
one — so I did, end to end, and wrote down which specific enterprise problem each piece solves.

Stack: FastAPI · Pydantic · LangGraph · PostgreSQL/pgvector · Redis · LiteLLM · tracing · uv · Ruff · Pytest · 
Docker · GitHub Actions

What it actually handles, with tests proving it (26/26 passing):

→ A malformed/hallucinated agent output getting rejected before it reaches a downstream system 
(Pydantic contracts)
→ A real human-in-the-loop approval step that pauses the workflow and resumes exactly where it left off — 
not simulated in prompt text (LangGraph)
→ One LLM provider going down without taking the workflow with it (LiteLLM fallback chain, tested by killing 
the primary model)
→ Who is allowed to approve a sensitive agent action, with a durable audit log of every decision (bearer-
token auth, not a self-reported field)
→ What happens when step 2 of a tool chain fails — retry once, then stop and auto-escalate to a human 
instead of guessing (explicit fail-fast policy)
→ Cost/latency blowing up from repeat questions or one noisy caller (Redis cache + per-user rate limiting)

The model is maybe 20% of what makes an agent production-ready. Everything above is the other 80% — 
and it's exactly where most pilots quietly stall.

Full writeup + runnable code: https://lnkd.in/g8GRWpXt

#AIAgents #LangGraph #FastAPI #MLOps #ProductionAI
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Ever needed to run large-scale Apache Spark experiments without waiting around for slow sequential tests? 
In the latest issue of Data Engineering Weekly, we feature an insightful article by Prashanth Gedde 
Narayanaswamy on how Netflix optimizes, isolates, and automates massive Spark workloads. 

Here are the key technical takeaways from the feature:

🔹 Branch-Driven Parallelism: Small data samples often miss scale-dependent issues like data skew. By 
parameterizing job schedulers to map each experiment variant to its own isolated branch and output table, 
engineers can safely execute full-scale Spark jobs concurrently without collision—cutting debug cycles from 
days to hours.  

🔹 AI Agents & Persistence: Operational overhead from concurrent runs is delegated to custom AI agent 
skills for tracking and metric comparison. Paired with persistent tmux sessions, multi-hour Spark runs 
continue uninterrupted in the background so you can fire off experiments and review automated 
diagnostics later.  

🔹 Unboxing & Field Pruning: Out-of-memory errors during row aggregations are often caused by 
individual row weight. Removing Scala Option wrappers on non-nullable fields (reducing JVM object boxing) 
and pruning unused attributes slashes peak executor memory without extra hardware.  

🔹 Surgical AQE Thresholding: Adaptive Query Execution can trigger executor crashes when multiple small 
broadcast tables accumulate simultaneously. Surgically lowering the runtime AQE threshold keeps large 
dynamic tables out of executor memory while maintaining high query performance.  

Check out the full breakdown in our newsletter issue:https://lnkd.in/eutR6YTG

#DataEngineering #ApacheSpark #BigData #DistributedComputing #NetflixTech 
#DataEngineeringWeekly
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Tencent just open sourced a 770B parameter flagship model under Apache 2.0. The interesting part is not 
the size. It is the serving math.

Hy4 preview is a Mixture of Experts model. 770B total parameters, 49B activated per token. 78 layers. The 
first layer is a dense FFN, the other 77 are MoE with 256 routed experts plus 1 shared expert. Every token 
activates the top 8 routed experts plus the shared one. Context length is 1M tokens. Vocabulary is 120832.

So you get frontier scale capacity while paying compute for roughly 49B per token.

What is actually new in the architecture:

1. Gated DeepSeek Sparse Attention. Attention is sparse, not full quadratic. Indexer heads are 32 with head 
dim 128, indexer top-k 2048. Query compression dim 2048, KV compression dim 512. That compression is 
what makes 1M context serveable instead of theoretical.

2. IndexCache. The sparse index gets reused across layers instead of recomputed per layer. Cross layer 
reuse of routing work is a pattern worth watching.

3. Identity Hyper Connections on the residual path, with 4 residual streams instead of 1. More inter layer 
information flow than a classic single residual stream.

4. A native MTP layer for speculative decoding. 10B total, 0.7B activated, baked into the release rather than 
bolted on later.

What builders should take away:

The release is deployment shaped, not demo shaped. There is an FP8 quantized variant next to the bf16 
weights. There are official prebuilt images for both vLLM and SGLang. The vLLM path runs with tensor 
parallel 8, FLASHMLA_SPARSE attention backend, and speculative config with 3 MTP tokens. SGLang uses 
NEXTN speculative decoding with the same 3 steps. The API is OpenAI compatible, so your existing client 
code does not change.

Two operational details that matter more than any benchmark chart. Recommended sampling is 
temperature 0.9 and top_p 1.0. And reasoning effort defaults to high, meaning deep chain of thought on 
every call. If you are doing classification, extraction, or routing, pass reasoning_effort no_think or you burn 
tokens and latency for nothing. Same model, very different cost profile from one flag.

The eval they published is plain. 163 internal experts blind rated 203 engineering tasks. Hy4 preview 2.99 vs 
GLM 5.3 at 2.92, and 2.99 vs Kimi K3 at 2.94. Win rates 46.8% and 51.2%. A narrow margin, reported as a 
narrow margin.

The honest caveat: this is a preview and Tencent says so. Known issues include spending longer than 
necessary reasoning through complex tasks and over verifying its own work. Both hit your token bill 
directly. And 49B activated per token still means holding 770B of weights in memory. Tensor parallel 8 is the 
starting point, not the optimization. This is not a single GPU weekend project.

Apache 2.0 on a 770B flagship with 1M context is still a real shift. Open weights are not trailing anymore. 
They are just harder to serve.
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I was quietly burning API tokens on my RAG system — just to classify user intent. 

While building my Islamic Knowledge Assistant (grounded in Qur'an, Hadith, and Tafsir), every user query …more
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🚀 Final Checkpoint in the ABO-RAG Journey — From Retrieval to a Robust RAG Pipeline
With hybrid search (BGE + BM25 + RRF) in place, the next phase was regression testing — running real 
queries against the live endpoint and letting the failures reveal where the architecture needed 
improvement.
This phase turned out to be less about adding features and more about understanding why retrieval was 
failing.
🔍 1. Fixing the "AmazonBasics Filaments" Failure
"AmazonBasics PETG filament" worked perfectly, but:
"What AmazonBasics filaments do you have?"
returned completely unrelated products.
The issue was in BM25's exact word matching. filament and filaments were treated as different terms, 
resulting in no keyword match.
The fix: stemming 🌱
By reducing words to their root form during both indexing and querying:
filaments → filament
covers → cover
BM25 can now handle common word variations without additional LLM calls or complexity.

🗄️ 2. Adding Real Conversation Memory
The previously stateless RAG pipeline now has PostgreSQL-backed session history.
Each interaction stores:
session_id
User question
Generated answer
Timestamp
This enables genuine follow-up questions such as:
"Does it need a heated bed?"
after discussing a specific filament — using the actual conversation context instead of treating every query 
independently.
🎯 3. Cross-Encoder Reranking
Even after hybrid retrieval, some relevant products were still ranking below unrelated ones.
So I added a cross-encoder reranker as a second stage.
The pipeline now works as:
BGE + BM25 → RRF → Top ~15 candidates → Cross-Encoder → Final ranking → LLM
The first stage provides fast, broad retrieval, while the cross-encoder makes a more detailed query–
document relevance judgment before the final context reaches the LLM.

The application is now pushed to docker-hub(public) so that anyone can pull the whole application via 
docker-compose file in the codebase

Github URL: https://lnkd.in/dJs8cZrv
Note: Anyone is welcome to reach out or leave a comment with suggestions for improvements or additions. 
I’d be happy to hear your thoughts and ideas!
#RAG #MultimodalRAG #ABO #Qdrant #BGE #BM25 #Reranking #CrossEncoder #PostgreSQL #FastAPI 
#Docker #VectorDatabase #Embeddings #GenerativeAI #AI #MachineLearning
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Most RAG demos stop after embedding a few PDFs and slapping a chat UI on top. I wanted to see how far I 
could push one before it actually held up in an enterprise setting.
So I built an Enterprise RAG Knowledge Assistant. Retrieval, orchestration, and evaluation all get treated as 
their own engineering problems instead of hiding behind one big prompt.
What's in it:
Hybrid retrieval across 2,000+ documents. FAISS handles the semantic side, BM25 handles exact terms like 
product names and abbreviations that embeddings tend to blur.
Metadata filtering and re-ranking happen before anything reaches the LLM. This cuts down on cross-
document contamination when documents cover overlapping topics.
LangGraph routes each query to the right tool: document retrieval, structured SQL lookup, or web search. 
Each one runs as its own step with its own inputs and outputs, so I can actually see what happened.
Every answer comes back source-cited, and conversation lineage gets stored in MongoDB. FastAPI runs the 
async backend, Redis caches repeated queries so latency doesn't creep up.
Numbers from evaluation: Hybrid retrieval bumped context recall by 14 points over dense-only. About 87% 
accuracy on the prepared test set. p95 latency sits around 2 seconds.
The thing I actually care about here isn't that it gets answers right. It's that when it gets one wrong, I can go 
find which document it pulled, which tool ran, and where things went sideways. A chatbot that just sounds 
confident isn't worth much if you can't check its work.
Stack: Python, LangGraph, LangChain, FastAPI, FAISS, BM25, MongoDB, Redis, Streamlit, Docker.
Repo link in the comments.
#RAG #LangGraph #FastAPI #LLM #MachineLearning #AI #Python #SoftwareEngineering
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Most people think building a GenAI application means connecting an LLM to a frontend.

That’s the easy part.

The real engineering starts when you need the system to work reliably in production.

For my GenAI full-stack work, I look at the architecture as multiple layers:

 LLM
The reasoning and generation layer.

 RAG
Retrieval needs to return relevant, fresh, and permission-safe context. A good prompt cannot fix bad 
retrieval.

 MongoDB
I use MongoDB for application data and, where appropriate, vector search. Keeping structured application 
data and retrieval-related data close together can simplify the architecture.

 Redis
Redis handles the speed layer — caching, temporary state, rate limiting, session-related data, and reducing 
unnecessary expensive operations.

Permissions
Retrieving a document is not enough. The system also needs to verify whether the current user is actually 
allowed to see that information.

 Freshness
A RAG system can produce a technically correct answer from outdated data. Freshness is part of answer 
quality.

 Observability
You need to know what happened when an answer is wrong:
Was retrieval bad?
Was the wrong chunk selected?
Did the cache return stale data?
Did the model receive incomplete context?

The LLM is only one component.

A production-ready GenAI application is really:

LLM + RAG + MongoDB + Redis + permissions + retrieval + observability + solid backend engineering.

That’s where the difference between an AI demo and an AI product starts showing.

#GenAI #RAG #LLM #MongoDB #Redis #AIEngineering #FullStackDevelopment #GenerativeAI 
#SoftwareEngineering
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Last week, I finished building an end-to-end PySpark and PostgreSQL pipeline from scratch. Then, I built it 
again using AI (Gemini 3.7 Flash) to see how it would compare.

🛠️ What the AI caught in my code:
- Spark strict casting: In Spark 3.4+, standard .cast("double") breaks on empty strings when casting. It 
caught the edge case.
- Silent join data loss: I initially used an INNER JOIN but this dropped certain boundary hours because the 
two APIs update at slightly different times. Switching to a FULL OUTER JOIN fixed it.
- Shuffle optimization: One of my asserts was forcing two full cluster shuffles (heavy operations). Changed it 
into a single pass group check.

👍 What I caught in the AI code:
- Incremental vs. Full Refresh: It extracted and aggregated the entire database on every run. I engineered a 
date-partitioned landing zone with targeted date-range upserts.
- Transactions: Loaded and aggregated in one transaction to prevent partial writes across tables.
- API: The AI made up headers and failed on Azure API authentication (might have been my fault lol) and 
nested payload wrappers (return['Pool Price Report']).
- Data audits: Built UUID-based lineage tracking (created_run_id vs updated_run_id) for conflict tracing.

💡 Takeaway:
 LLMs are great at catching framework quirks, and edge cases. But in the architecture, like incremental 
state, data lineage, and certain boundaries we still have to rely on human input.

This project has really helped dive into Spark optimization and data architecture. I am excited to keep 
learning more!

#DataEngineering #PySpark #PostgreSQL #SystemDesign #SoftwareEngineering #AI #CodeReview 
#TechCareer
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🚀 𝐒𝐡𝐢𝐩𝐩𝐞𝐝 𝐚𝐧 𝐞𝐧𝐭𝐞𝐫𝐩𝐫𝐢𝐬𝐞-𝐠𝐫𝐚𝐝𝐞 𝐑𝐀𝐆 𝐩𝐥𝐚𝐭𝐟𝐨𝐫𝐦: 𝐝𝐨𝐜𝐮𝐦𝐞𝐧𝐭 𝐮𝐩𝐥𝐨𝐚𝐝 → 𝐬𝐞𝐦𝐚𝐧𝐭𝐢𝐜 𝐬𝐞𝐚𝐫𝐜𝐡 → 𝐀𝐈 𝐚𝐧𝐬𝐰𝐞𝐫𝐬 
𝐰𝐢𝐭𝐡 𝐜𝐢𝐭𝐞𝐝 𝐬𝐨𝐮𝐫𝐜𝐞𝐬.

𝐀𝐧𝐝𝐫𝐢𝐨𝐃𝐨𝐜𝐏𝐫𝐨 𝐀𝐈 is built with Kotlin + Micronaut, PostgreSQL/pgvector, and Hugging Face for embeddings 
+ LLM inference.

The interesting part wasn't wiring up a vector DB; it was making ingestion and live queries converge cleanly 
on the same retrieval path, so answers stay grounded and traceable back to the exact source chunk. JWT 
auth, role-based access, document sharing, and Liquibase migrations round it out for real-world use.

𝐶𝑜𝑑𝑒'𝑠 𝑝𝑢𝑏𝑙𝑖𝑐 👉 https://lnkd.in/dG3ZEZWw

#Kotlin #JVM #Micronaut #RAG #AI #PostgreSQL #SoftwareEngineering

Share

VeloDB (Powered by Apache Doris) ·  1mo
VeloDB Monthly Newsletter — September 2026

VeloDB (Powered by Apache Doris) ·  1mo

August 2026: Apache Doris 4.1 is live, plus how StepFun and Ave.ai run Doris in
production

VeloDB (Powered by Apache Doris) ·  2mo
What's New in Apache Doris and VeloDB – July 2026

LinkedIn respects your privacy

LinkedIn and 3rd parties use essential and non-essential cookies to provide, secure, analyze and
improve our Services, and to show you relevant ads (including professional and job ads) on and off
LinkedIn. Learn more in our Cookie Policy.

Select Accept to consent or Reject to decline non-essential cookies for this use. You can update your
choices at any time in your settings.

Accept  Reject

Top Content People Learning Jobs Games
Sign in Join now

Sign in to view more
content

Create your free account or sign in to continue your
search

Sign in with Email

or

New to LinkedIn? Join now

By clicking Continue to join or sign in, you agree to
LinkedIn’s User Agreement, Privacy Policy, and Cookie
Policy.

Continue with Google

https://www.linkedin.com/company/velodb?trk=public_post_follow-view-profile
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww%2Elinkedin%2Ecom%2Ffeed%2Fupdate%2Furn%3Ali%3Aactivity%3A7495818353559707648&trk=public_post_follow
https://www.linkedin.com/top-content/career/
https://www.linkedin.com/top-content/productivity/
https://www.linkedin.com/top-content/finance/
https://www.linkedin.com/top-content/soft-skills-emotional-intelligence/
https://www.linkedin.com/company/velodb?trk=public_post_feed-actor-name
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww%2Elinkedin%2Ecom%2Fposts%2Fvelodb_apachedoris-olap-spark-activity-7495818353559707648-w9vo&trk=public_post_social-actions-reactions
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww%2Elinkedin%2Ecom%2Fposts%2Fvelodb_apachedoris-olap-spark-activity-7495818353559707648-w9vo&trk=public_post_like-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww%2Elinkedin%2Ecom%2Fposts%2Fvelodb_apachedoris-olap-spark-activity-7495818353559707648-w9vo&trk=public_post_comment-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww%2Elinkedin%2Ecom%2Fposts%2Fvelodb_apachedoris-olap-spark-activity-7495818353559707648-w9vo&trk=public_post_feed-cta-banner-cta
https://www.linkedin.com/company/velodb?trk=public_post_feed-actor-image
https://lnkd.in/gws3dHrr?trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fapachedoris&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Folap&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fspark&trk=public_post-text
https://in.linkedin.com/in/shrey-dave-326528325?trk=public_post_feed-actor-name
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fshrey-dave-326528325_springboot-kafka-systemdesign-activity-7498210197816070144-dFs8&trk=public_post_social-actions-reactions
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fshrey-dave-326528325_springboot-kafka-systemdesign-activity-7498210197816070144-dFs8&trk=public_post_social-actions-comments
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fshrey-dave-326528325_springboot-kafka-systemdesign-activity-7498210197816070144-dFs8&trk=public_post_like-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fshrey-dave-326528325_springboot-kafka-systemdesign-activity-7498210197816070144-dFs8&trk=public_post_comment-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fshrey-dave-326528325_springboot-kafka-systemdesign-activity-7498210197816070144-dFs8&trk=public_post_feed-cta-banner-cta
https://in.linkedin.com/in/shrey-dave-326528325?trk=public_post_feed-actor-image
https://lnkd.in/dZywRbhP?trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fspringboot&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fkafka&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fsystemdesign&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fbackendengineering&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fai&trk=public_post-text
https://in.linkedin.com/in/tanneeru-vijay-krishna?trk=public_post_feed-actor-name
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Ftanneeru-vijay-krishna_aiagents-langgraph-fastapi-activity-7503551772779610112-dSDa&trk=public_post_social-actions-reactions
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Ftanneeru-vijay-krishna_aiagents-langgraph-fastapi-activity-7503551772779610112-dSDa&trk=public_post_like-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Ftanneeru-vijay-krishna_aiagents-langgraph-fastapi-activity-7503551772779610112-dSDa&trk=public_post_comment-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Ftanneeru-vijay-krishna_aiagents-langgraph-fastapi-activity-7503551772779610112-dSDa&trk=public_post_feed-cta-banner-cta
https://in.linkedin.com/in/tanneeru-vijay-krishna?trk=public_post_feed-actor-image
https://lnkd.in/g8GRWpXt?trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Faiagents&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Flanggraph&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Ffastapi&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fmlops&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fproductionai&trk=public_post-text
https://in.linkedin.com/company/data-engineering-weekly?trk=public_post_feed-actor-name
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fdata-engineering-weekly_netflix-running-spark-experiments-offline-activity-7505381178347216896-zRCY&trk=public_post_social-actions-reactions
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fdata-engineering-weekly_netflix-running-spark-experiments-offline-activity-7505381178347216896-zRCY&trk=public_post_like-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fdata-engineering-weekly_netflix-running-spark-experiments-offline-activity-7505381178347216896-zRCY&trk=public_post_comment-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fdata-engineering-weekly_netflix-running-spark-experiments-offline-activity-7505381178347216896-zRCY&trk=public_post_feed-cta-banner-cta
https://in.linkedin.com/company/data-engineering-weekly?trk=public_post_feed-actor-image
https://lnkd.in/eutR6YTG?trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fdataengineering&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fapachespark&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fbigdata&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fdistributedcomputing&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fnetflixtech&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fdataengineeringweekly&trk=public_post-text
https://www.linkedin.com/in/princeai?trk=public_post_feed-actor-name
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fprinceai_tencent-just-open-sourced-a-770b-parameter-activity-7499884141614739456-Fq5n&trk=public_post_social-actions-reactions
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fprinceai_tencent-just-open-sourced-a-770b-parameter-activity-7499884141614739456-Fq5n&trk=public_post_like-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fprinceai_tencent-just-open-sourced-a-770b-parameter-activity-7499884141614739456-Fq5n&trk=public_post_comment-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fprinceai_tencent-just-open-sourced-a-770b-parameter-activity-7499884141614739456-Fq5n&trk=public_post_feed-cta-banner-cta
https://www.linkedin.com/in/princeai?trk=public_post_feed-actor-image
https://pk.linkedin.com/in/babar-raheem?trk=public_post_feed-actor-name
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fbabar-raheem_aiengineering-rag-llmops-activity-7502447296832466945-4Ur7&trk=public_post_social-actions-reactions
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fbabar-raheem_aiengineering-rag-llmops-activity-7502447296832466945-4Ur7&trk=public_post_social-actions-comments
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fbabar-raheem_aiengineering-rag-llmops-activity-7502447296832466945-4Ur7&trk=public_post_like-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fbabar-raheem_aiengineering-rag-llmops-activity-7502447296832466945-4Ur7&trk=public_post_comment-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fbabar-raheem_aiengineering-rag-llmops-activity-7502447296832466945-4Ur7&trk=public_post_feed-cta-banner-cta
https://pk.linkedin.com/in/babar-raheem?trk=public_post_feed-actor-image
https://in.linkedin.com/in/sravyasri-shambuni-4a3203233?trk=public_post_feed-actor-name
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fsravyasri-shambuni-4a3203233_rag-multimodalrag-abo-activity-7502614553441099776-SduD&trk=public_post_social-actions-reactions
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fsravyasri-shambuni-4a3203233_rag-multimodalrag-abo-activity-7502614553441099776-SduD&trk=public_post_like-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fsravyasri-shambuni-4a3203233_rag-multimodalrag-abo-activity-7502614553441099776-SduD&trk=public_post_comment-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fsravyasri-shambuni-4a3203233_rag-multimodalrag-abo-activity-7502614553441099776-SduD&trk=public_post_feed-cta-banner-cta
https://in.linkedin.com/in/sravyasri-shambuni-4a3203233?trk=public_post_feed-actor-image
https://lnkd.in/dJs8cZrv?trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Frag&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fmultimodalrag&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fabo&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fqdrant&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fbge&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fbm25&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Freranking&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fcrossencoder&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fpostgresql&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Ffastapi&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fdocker&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fvectordatabase&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fembeddings&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fgenerativeai&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fai&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fmachinelearning&trk=public_post-text
https://www.linkedin.com/in/subash-chakravarthy-sugumaran?trk=public_post_feed-actor-name
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fsubash-chakravarthy-sugumaran_rag-langgraph-fastapi-activity-7500642801173512192-0BqM&trk=public_post_social-actions-reactions
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fsubash-chakravarthy-sugumaran_rag-langgraph-fastapi-activity-7500642801173512192-0BqM&trk=public_post_social-actions-comments
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fsubash-chakravarthy-sugumaran_rag-langgraph-fastapi-activity-7500642801173512192-0BqM&trk=public_post_like-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fsubash-chakravarthy-sugumaran_rag-langgraph-fastapi-activity-7500642801173512192-0BqM&trk=public_post_comment-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fsubash-chakravarthy-sugumaran_rag-langgraph-fastapi-activity-7500642801173512192-0BqM&trk=public_post_feed-cta-banner-cta
https://www.linkedin.com/in/subash-chakravarthy-sugumaran?trk=public_post_feed-actor-image
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Frag&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Flanggraph&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Ffastapi&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fllm&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fmachinelearning&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fai&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fpython&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fsoftwareengineering&trk=public_post-text
https://in.linkedin.com/in/girish-masade-85a084219?trk=public_post_feed-actor-name
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fgirish-masade-85a084219_genai-rag-llm-activity-7495773710352797696-nocP&trk=public_post_social-actions-reactions
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fgirish-masade-85a084219_genai-rag-llm-activity-7495773710352797696-nocP&trk=public_post_like-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fgirish-masade-85a084219_genai-rag-llm-activity-7495773710352797696-nocP&trk=public_post_comment-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fgirish-masade-85a084219_genai-rag-llm-activity-7495773710352797696-nocP&trk=public_post_feed-cta-banner-cta
https://in.linkedin.com/in/girish-masade-85a084219?trk=public_post_feed-actor-image
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fgenai&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Frag&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fllm&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fmongodb&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fredis&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Faiengineering&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Ffullstackdevelopment&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fgenerativeai&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fsoftwareengineering&trk=public_post-text
https://ca.linkedin.com/in/zach-wiwad-6920332b4?trk=public_post_feed-actor-name
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fzach-wiwad-6920332b4_dataengineering-pyspark-postgresql-activity-7498470555818393600-FtIL&trk=public_post_social-actions-reactions
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fzach-wiwad-6920332b4_dataengineering-pyspark-postgresql-activity-7498470555818393600-FtIL&trk=public_post_like-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fzach-wiwad-6920332b4_dataengineering-pyspark-postgresql-activity-7498470555818393600-FtIL&trk=public_post_comment-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fzach-wiwad-6920332b4_dataengineering-pyspark-postgresql-activity-7498470555818393600-FtIL&trk=public_post_feed-cta-banner-cta
https://ca.linkedin.com/in/zach-wiwad-6920332b4?trk=public_post_feed-actor-image
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fdataengineering&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fpyspark&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fpostgresql&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fsystemdesign&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fsoftwareengineering&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fai&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fcodereview&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Ftechcareer&trk=public_post-text
https://de.linkedin.com/in/zain129?trk=public_post_feed-actor-name
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fzain129_kotlin-jvm-micronaut-activity-7504528125574385664-KQyv&trk=public_post_social-actions-reactions
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fzain129_kotlin-jvm-micronaut-activity-7504528125574385664-KQyv&trk=public_post_social-actions-comments
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fzain129_kotlin-jvm-micronaut-activity-7504528125574385664-KQyv&trk=public_post_like-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fzain129_kotlin-jvm-micronaut-activity-7504528125574385664-KQyv&trk=public_post_comment-cta
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Fposts%2Fzain129_kotlin-jvm-micronaut-activity-7504528125574385664-KQyv&trk=public_post_feed-cta-banner-cta
https://de.linkedin.com/in/zain129?trk=public_post_feed-actor-image
https://lnkd.in/dG3ZEZWw?trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fkotlin&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fjvm&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fmicronaut&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Frag&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fai&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fpostgresql&trk=public_post-text
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww.linkedin.com%2Ffeed%2Fhashtag%2Fsoftwareengineering&trk=public_post-text
https://www.linkedin.com/pulse/velodb-monthly-newsletter-september-2026-velodb-4qaac?trk=public_post
https://www.linkedin.com/pulse/august-2026-apache-doris-41-live-plus-how-stepfun-aveai-run-production-eqvtc?trk=public_post
https://www.linkedin.com/pulse/whats-new-apache-doris-velodb-july-2026-velodb-bvcxc?trk=public_post
https://www.linkedin.com/posts/shrey-dave-326528325_springboot-kafka-systemdesign-activity-7498210197816070144-dFs8
https://www.linkedin.com/posts/tanneeru-vijay-krishna_aiagents-langgraph-fastapi-activity-7503551772779610112-dSDa
https://www.linkedin.com/posts/data-engineering-weekly_netflix-running-spark-experiments-offline-activity-7505381178347216896-zRCY
https://www.linkedin.com/posts/princeai_tencent-just-open-sourced-a-770b-parameter-activity-7499884141614739456-Fq5n
https://www.linkedin.com/posts/babar-raheem_aiengineering-rag-llmops-activity-7502447296832466945-4Ur7
https://www.linkedin.com/posts/sravyasri-shambuni-4a3203233_rag-multimodalrag-abo-activity-7502614553441099776-SduD
https://www.linkedin.com/posts/subash-chakravarthy-sugumaran_rag-langgraph-fastapi-activity-7500642801173512192-0BqM
https://www.linkedin.com/posts/girish-masade-85a084219_genai-rag-llm-activity-7495773710352797696-nocP
https://www.linkedin.com/posts/zach-wiwad-6920332b4_dataengineering-pyspark-postgresql-activity-7498470555818393600-FtIL
https://www.linkedin.com/posts/zain129_kotlin-jvm-micronaut-activity-7504528125574385664-KQyv
https://www.linkedin.com/legal/cookie-policy
https://www.linkedin.com/legal/cookie-policy
https://www.linkedin.com/mypreferences/g/guest-cookies
https://www.linkedin.com/mypreferences/g/guest-cookies
https://www.linkedin.com/top-content?trk=public_post_guest_nav_menu_topContent
https://www.linkedin.com/pub/dir/+/+?trk=public_post_guest_nav_menu_people
https://www.linkedin.com/learning/search?trk=public_post_guest_nav_menu_learning
https://www.linkedin.com/jobs/search?trk=public_post_guest_nav_menu_jobs
https://www.linkedin.com/games?trk=public_post_guest_nav_menu_games
https://www.linkedin.com/login?session_redirect=https%3A%2F%2Fwww%2Elinkedin%2Ecom%2Fposts%2Fvelodb_apachedoris-olap-spark-activity-7495818353559707648-w9vo&fromSignIn=true&trk=public_post_nav-header-signin
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww%2Elinkedin%2Ecom%2Fposts%2Fvelodb_apachedoris-olap-spark-activity-7495818353559707648-w9vo&trk=public_post_nav-header-join
https://www.linkedin.com/?trk=public_post_nav-header-logo
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww%2Elinkedin%2Ecom%2Fposts%2Fvelodb_apachedoris-olap-spark-activity-7495818353559707648-w9vo&trk=public_post_contextual-sign-in-modal_join-link
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww%2Elinkedin%2Ecom%2Fposts%2Fvelodb_apachedoris-olap-spark-activity-7495818353559707648-w9vo&trk=public_post_contextual-sign-in-modal_join-link
https://www.linkedin.com/legal/user-agreement?trk=linkedin-tc_auth-button_user-agreement
https://www.linkedin.com/legal/user-agreement?trk=linkedin-tc_auth-button_user-agreement
https://www.linkedin.com/legal/privacy-policy?trk=linkedin-tc_auth-button_privacy-policy
https://www.linkedin.com/legal/privacy-policy?trk=linkedin-tc_auth-button_privacy-policy
https://www.linkedin.com/legal/cookie-policy?trk=linkedin-tc_auth-button_cookie-policy
https://www.linkedin.com/legal/cookie-policy?trk=linkedin-tc_auth-button_cookie-policy
https://www.linkedin.com/legal/cookie-policy?trk=linkedin-tc_auth-button_cookie-policy
https://www.linkedin.com/legal/cookie-policy?trk=linkedin-tc_auth-button_cookie-policy


Career Productivity Finance Soft Skills & Emotional Intelligence

Project Management Education

Show more 

© 2026 About

Accessibility User Agreement

Privacy Policy Cookie Policy

Copyright Policy Brand Policy

Guest Controls Community Guidelines

Language

LinkedIn respects your privacy

LinkedIn and 3rd parties use essential and non-essential cookies to provide, secure, analyze and
improve our Services, and to show you relevant ads (including professional and job ads) on and off
LinkedIn. Learn more in our Cookie Policy.

Select Accept to consent or Reject to decline non-essential cookies for this use. You can update your
choices at any time in your settings.

 

Sign in to view more
content

Create your free account or sign in to continue your
search

or

New to LinkedIn? Join now

By clicking Continue to join or sign in, you agree to
LinkedIn’s User Agreement, Privacy Policy, and Cookie
Policy.

https://www.linkedin.com/top-content/career/
https://www.linkedin.com/top-content/productivity/
https://www.linkedin.com/top-content/finance/
https://www.linkedin.com/top-content/soft-skills-emotional-intelligence/
https://www.linkedin.com/top-content/project-management/
https://www.linkedin.com/top-content/education/
https://about.linkedin.com/?trk=d_public_post_footer-about
https://www.linkedin.com/accessibility?trk=d_public_post_footer-accessibility
https://www.linkedin.com/legal/user-agreement?trk=d_public_post_footer-user-agreement
https://www.linkedin.com/legal/privacy-policy?trk=d_public_post_footer-privacy-policy
https://www.linkedin.com/legal/cookie-policy?trk=d_public_post_footer-cookie-policy
https://www.linkedin.com/legal/copyright-policy?trk=d_public_post_footer-copyright-policy
https://brand.linkedin.com/policies?trk=d_public_post_footer-brand-policy
https://www.linkedin.com/psettings/guest-controls?trk=d_public_post_footer-guest-controls
https://www.linkedin.com/legal/professional-community-policies?trk=d_public_post_footer-community-guide
https://www.linkedin.com/legal/cookie-policy
https://www.linkedin.com/legal/cookie-policy
https://www.linkedin.com/mypreferences/g/guest-cookies
https://www.linkedin.com/mypreferences/g/guest-cookies
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww%2Elinkedin%2Ecom%2Fposts%2Fvelodb_apachedoris-olap-spark-activity-7495818353559707648-w9vo&trk=public_post_contextual-sign-in-modal_join-link
https://www.linkedin.com/signup/cold-join?session_redirect=https%3A%2F%2Fwww%2Elinkedin%2Ecom%2Fposts%2Fvelodb_apachedoris-olap-spark-activity-7495818353559707648-w9vo&trk=public_post_contextual-sign-in-modal_join-link
https://www.linkedin.com/legal/user-agreement?trk=linkedin-tc_auth-button_user-agreement
https://www.linkedin.com/legal/user-agreement?trk=linkedin-tc_auth-button_user-agreement
https://www.linkedin.com/legal/privacy-policy?trk=linkedin-tc_auth-button_privacy-policy
https://www.linkedin.com/legal/privacy-policy?trk=linkedin-tc_auth-button_privacy-policy
https://www.linkedin.com/legal/cookie-policy?trk=linkedin-tc_auth-button_cookie-policy
https://www.linkedin.com/legal/cookie-policy?trk=linkedin-tc_auth-button_cookie-policy
https://www.linkedin.com/legal/cookie-policy?trk=linkedin-tc_auth-button_cookie-policy
https://www.linkedin.com/legal/cookie-policy?trk=linkedin-tc_auth-button_cookie-policy

